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Abstract 
This ESG Lab Review highlights the recent analysis of Google BigQuery with a focus on simplicity, agility, flexibility, reliability, 
security, and cost containment. A combination of hands-on testing, audited performance results, and customer use cases 
demonstrated the advantages of leveraging Google BigQuery as a next-generation analytics data warehouse capable of 
handling PB-scale datasets in the Google Cloud Platform. 

The Challenges 
As big data becomes more pervasive, organizations find that their traditional IT infrastructure is not able to keep up with the 
resulting extraordinary demands. The hardware and support costs that such large systems incur can be exorbitant. The 
system and database administration expertise required to manage and maintain such large systems and the emerging 
problems associated with scale is expensive, if you can find it at all in today’s marketplace. Often, the result of all this 
complexity and expense is poorly tuned systems and inefficient query execution, as some systems are made useless by the 
demands placed upon them, while others are down more than they should be. These conditions lead to delays in the 
delivery of the insights that the systems were deployed for in the first place. 

Businesses that are becoming increasingly data-driven find the cloud to be a safe haven to address the scale, complexity, 
and cost of ever-growing big data infrastructures. As shown in Figure 1, recent ESG research shows that many enterprise 
organizations are already reaping a wide variety of benefits from placing their big data deployments in the cloud.1 From 
faster deployment times and faster time to value to better security and reliability, the shift to the cloud is making big data 
easier to work with and more affordable, and is giving its users all the benefits of well-managed smaller systems without the 
risks and scaling issues of larger ones. 

Figure 1. Advantages of Cloud-based Big Data and Analytics Solutions 

 
Source: Enterprise Strategy Group, 2016 

 

                                                           
1 Source: ESG Research Report, Enterprise Big Data, Business Intelligence, and Analytics Trends: Redux, July 2016. 
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The Solution: Google BigQuery 

Google BigQuery is a cloud-based, fully managed, serverless analytics data warehouse that supports petabyte-scale 
projects. It delivers high-speed analysis of large datasets without requiring investments in onsite infrastructure or database 
administrators. BigQuery scales its use of hardware up or down to maximize performance of each query, adding and 
removing compute and storage resources as required.  

Google BigQuery, part of the Google Cloud Platform, is designed to streamline big data analysis and storage, while removing 
all the overhead and complexity of maintaining onsite hardware and administration resources. Some of the specific 
advantages of Google BigQuery for businesses that work with big data include: 

• Simplicity – Complete all major tasks related to data warehouse analytics through an intuitive interface without the 
hassle of managing the infrastructure.  

• Scalability – Scale up or down depending on size, performance, and cost requirements. 

• Speed – Ingest, query, and export PB-sized datasets with impressive speeds using the Google Cloud Platform as the 
underlying cloud infrastructure. 

• Reliability – Ensure always-on availability and constant uptime running on the Google Cloud Platform with geo-
replication across Google data centers. 

• Security – Protect and control access to encrypted projects and datasets through Google’s cloud-wide Identity and 
Access Management (IAM). 

• Cost-optimization – Predict costs with transparent flat rate and/or pay-as-you-go pricing and contain costs through the 
use of project and user resource quotas. 

By eliminating the infrastructure and reducing the management, users can get their data warehouse environment online 
quickly and easily, without requiring expert-level system and database administration skills. Google BigQuery is self-scaling; 
it identifies resource requirements for each query to finish quickly and efficiently, and provides those resources to meet the 
demand. Once the workload has completed, BigQuery reallocates those resources to other projects and other users. Both in 
transferring data in, and in processing that data for results, BigQuery delivers tremendous speeds even at petabyte scales. 
For enhanced data durability, BigQuery provides high availability and reliability through geographic replication that is 
completely transparent to its users, and without the requirement to obtain the physical resources and space to house it all.  

Ultimately, Google BigQuery enables organizations to address the cost and complexity challenges associated with building 
and maintaining a fast, scalable, and resilient big data infrastructure. By leveraging Google BigQuery’s cloud-based 
approach, the time and cost traditionally dedicated to protecting data and guaranteeing uptime is nearly eliminated. With 
Google handling scalability, replication, protection, and recovery, organizations can focus more on gaining valuable insights, 
as opposed to infrastructure management. 
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Simple, Agile, and Cost-optimized 
The goal of the first phase of Google BigQuery testing was to validate the simple onboarding process, basic functionality, 
management capabilities, and cost controls. To start, a 60-day free trial of the Google Cloud Platform and BigQuery was 
leveraged that included a credit of $300. As with most Google offerings within the Google Cloud Platform, online tutorials 
and guides serve as an ideal starting point to get acquainted with the new technology, which were essential in ESG Lab’s 
validation of the technology. 

Simplicity 
ESG Lab began this phase of testing by logging 
into the Google Cloud Platform main console. 
This is where applications running on Google’s 
infrastructure can be created (provisioned and 
configured) and managed, including 
complementary Google Cloud Platform products 
and their supporting developer APIs. Within the 
console, ESG Lab navigated to the products and 
services menu, which included all Google 
offerings related to compute, storage, 
Stackdriver, tools, and big data. In the section of 
big data tools, BigQuery was selected, launching 
the BigQuery web UI in a separate browser tab 
(Figure 2). 

The BigQuery web UI enables customers to 
complete common tasks related to their 
datasets. This not only includes querying tables, 
but also importing new datasets and exporting 
existing datasets. Both pre-loaded, public 
datasets and ready-to-load sample datasets are made available by Google for test purposes. ESG Lab loaded and queried 
one of the sample datasets that was taken from the Social Security administration. The dataset consisted of CSV files for 
each year with each CSV file containing a name, and the gender and number of children with that name based on the year.  
Before the dataset was imported into BigQuery, a dataset container was created and named esg_babyname (see Figure 3). 

Figure 3. Creating a Dataset Container 

 

 

Figure 2. Google BigQuery UI 
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Next, a new table was created from within the container 
and loaded with one of the CSVs. Creating the table 
consisted of loading the source data, naming the 
destination table, and creating the schema based on the 
source data. The location of the source data was selected 
to be a file upload. It should be noted that for 
organizations that leverage Google Cloud Platform, an 
option to load source data from Google Cloud Storage is 
available. Additional options include loading from Google 
Drive, starting with a blank table, and streaming data into 
BigQuery one record at a time to enable data querying 
without the delay of running a load job. ESG Lab selected 
the File upload option and navigated to the unzipped 
sample dataset folder where a CSV file associated with 
the year 2015 was selected. A table name was also 
supplied and automatically associated with the already 
created dataset container. The next step was to apply a 
schema that matched the layout of the CSV file. ESG Lab 
added name as a string, gender as a string, and count as 
an integer. The table was now ready to be created based 
on the provided information. The screen for creating a table with all described inputs is shown in Figure 4. It should be 
noted that this entire process can also be achieved using the BigQuery command line tool. For the schema specifically, the 
command line tool can in many cases automatically detect the schema, further simplifying table creation. 

Having created the dataset container and table, ESG Lab 
turned to the querying aspect of BigQuery. Google makes 
composing and executing queries simple. By clicking on 
the Compose Query button, the New Query screen 
appeared, which included details about the previously 
created babynames2015 table, including schema, 
information related to table size and number of rows, and 
a preview of the table. Using standard SQL, ESG Lab 
entered a basic query that would return the top ten 
female names for 2015. Before executing the query, 
Google provides a query validator that will turn green or 
red depending on the validity of the query. Further, if the 
query is valid, it will display the amount of data about to 
be processed from the query. This serves as a reminder to 
users that the amount of processed data may have a 
direct impact on cost. After running the query, ESG Lab 
was presented with the results, as well as details about 
the elapsed time for the query to complete, the amount 
of data processed, and options to export the results—
whether that be via CSV, JSON, or Google Sheets, or as a 
new table in an existing BigQuery dataset container. The 
query and results are displayed in Figure 5. 

 

Figure 4. Creating a Table 

 

Figure 5. Executing Queries  
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Agility and Performance 

Loading and querying the data took just seconds, but that was expected due to ESG Lab using a small dataset and running a 
basic query. With massive, global companies using BigQuery to satisfy their data analytic requirements, customer stories 
and case studies were leveraged to understand the true scale and power of BigQuery. ESG Lab learned about Spotify, the 
digital music service that gives users access to millions of songs online. To address its ad hoc query turnaround times, 
Spotify transitioned from a traditional on-premises infrastructure consisting of Hadoop, MapReduce, and Hive to Google 
BigQuery. The change led to impressive performance gains, with some queries completing over 35x faster with BigQuery. An 
example of one type of common query is returning top tracks by age and gender, and by market. With Hive and Hadoop, 
the query would take around 17,500 seconds (almost 5 hrs). With BigQuery, it was reduced to just 500 seconds (a little 
more than 8 mins). For queries that had specific ad hoc parameters to return certain key performance indicators, the old 
way took around 1,200 seconds, while BigQuery consistently completes them in 10-20 seconds. 

To validate the scale of the platform, ESG Lab leveraged results from a demonstration at the GCP NEXT 2016 conference in 
San Francisco. With limited 1PB datasets available for testing purposes, Google created its own. Forty VMs worked for two 
weeks to create a 1PB retail dataset that simulated retail sales. The pre-loaded dataset included over four million 
customers, two million products, and a sales table that was over 1 PB, consisting of over one trillion rows. The first query 
that was executed on the dataset simply returned all items (SELECT *) from the sales table and filtered the results by order 
name. The query validator showed the amount of data to be processed was 1.09 PB. The query kicked off and while it was 
executing, a second query was concurrently run that would return the total sales for a particular customer by date. The 
second query was validated at processing 31.9 TB. Once both queries completed, the 1.09PB query was processed in 245.7 
seconds (~4 TB/s), while the 31.9TB query completed in 429.4 seconds due to the added complexity of the query with 
grouping and ordering. These queries were completed over a simulated dataset covering ten years’ worth of data. The 
query that returned the total sales for a particular customer by date was run again across one month’s worth of data and 
the query processed 266 GB of data in 14.3 seconds. Even faster was executing the query for a single day, which completed 
in 3.2 seconds and processed 9.36 GB. For the queries that were executed over a specific time interval (last month or last 
day), Google leveraged their partitioning by time feature, which enables organization to quickly and cost-effectively scan 
only the data within the specified partition, saving both time and money. 

Cost-optimized 

Google BigQuery currently offers flexible pricing models that are tailored to meet organizational requirements. Costs come 
from storing data in the Google Cloud Platform, streaming inserts, and querying data. All other tasks, notably loading and 
exporting data, are done without charge from Google. The publicly available costs can be applied two ways: pay as you go or 
fixed, flat-rate. With pay as you go, since storage and compute are separate entities in the GCP, users pay for what they use, 
with the ability to apply self-imposed limits. For the fixed, flat-rate option, organizations still pay for storage as they 
consume it, but unlimited querying can be done across that storage. If desired, organizations have the option to pay for a 
reserved set of compute slots that can then be unlimitedly queried.  

Storage costs $0.02 per GB per month, long-term storage (a table not edited for 90 consecutive days) costs $0.01 per GB 
per month, streaming inserts (loading one record at a time) costs $0.01 per 200 MB, and queries cost $5 per TB. It is 
important to note that BigQuery users receive the first TB of processed data per month for free. Though BigQuery imposes 
reasonable quotas across its entire platform related to job concurrency, daily update limits, tables referenced, query length, 
and response size, users are empowered to create custom quotas to control costs on a project or user basis. Further, access 
to total bytes stored and processed can easily be monitored in the Cloud Monitoring UI. Combined, this pricing structure 
enables organizations to cost effectively store all of their data without requiring upfront work to sift through data that may 
or may not be useful to them. 
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ESG Lab walked through the cost containment features available in 
BigQuery with a goal of understanding how they protect organizations 
from excessive costs. To start, billing alerts were configured (currently 
in beta), which help keep track of costs. Based on current monthly 
usage, email notifications get sent to the BigQuery administrators 
when manually set budget thresholds are exceeded. ESG Lab created a 
budget in the main Google Cloud Platform console. The budget was 
given a name and an amount (which can include the free $300 credit), 
and then budget alerts were set as percentages of the budget. As 
shown in Figure 6, a budget of $300 was set with alerts being sent as 
thresholds of 25%, 50%, 75%, and 100% were reached. 

After setting budget alerts, ESG Lab turned to the custom quotas as a 
way to further control costs. This is especially important in large 
organizations that have multiple projects with multiple users. Custom 
quotas allow administrators to set limits on the number of bytes 
processed per day at a project or user level. It should be noted that 
project level quotas are limits based on aggregate project usage, while 
user-level quotas are applied evenly across all users. To enable custom 
quotas, ESG Lab was required to fill out an online BigQuery custom 
quota request form. After specifying the project to apply the quota, a 
simple checkbox was clicked and a quota was entered (in 10TB 
increments). Response to the quota request can take up to three days. 
Once the quota has been applied, users will know they have hit their 
quota when they receive an error informing them of the quota being 
exceeded when trying to run a query. 

         Why This Matters  
With SQL being a language widely known by business analysts, it is essential that organizations find better ways to enable 
the use of it. Whether it be an intuitive interface that requires little hand holding or validating queries before execution 
for size, speed, and cost purposes, organizations should look for any way to simplify and optimize the entire data 
warehouse analytics pipeline. This is especially important as more tools and technologies continue to get added to 
existing analytic workflows, increasing complexity and time to insight. Because of this, organizations are being forced to 
leverage their big data experts incorrectly, either managing the infrastructure or helping business analysts, as opposed to 
spending their time on more strategic initiatives. 

ESG Lab validated the simplicity, agility, and speed of Google BigQuery. By using SQL as the primary point of interaction 
with easily ingested datasets, the learning curve was minimal. Querying was simple through the BigQuery UI, and before 
executing queries, the amount of to-be-processed data was displayed to help control costs and minimize resource 
consumption. 
Organizations can easily predict their costs with BigQuery’s flat rate pricing and minimize spend with the ability to create 
daily caps and quotas. BigQuery eliminated the need to manage a data warehouse infrastructure by leveraging the 
Google Cloud Platform as the underlying cloud infrastructure. Organizations gain peace of mind knowing resources are 
always available and can instantly scale up to meet their demands or down to minimize costs. 

  

Figure 6. Setting Budget Alerts  
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Flexibility, Reliability, and Security 

The second phase of testing focused on BigQuery’s flexibility, reliability, and security. By enabling integration with other 
Google offerings (Google Cloud Dataflow, Google Analytics 360, Google Cloud Storage, and Google Sheets), commonly used 
big data analytic tools and technology (Tableau, Qlik, Looker, Talend, and SnapLogic), and programming languages (i.e., 
Python, Java, Go, and R), BigQuery provides ultimate flexibility in how organizations can import, process, export, and 
visualize massive datasets. Through the use of Google Cloud Storage and Google BigQuery open APIs, numerous third-party 
developers can benefit from using existing tools that are already built into their data analytic workflows. 

Flexibility 

ESG Lab dug deeper into the BigQuery open APIs with a focus on BigQuery’s deep levels of integration with third-party tools. 
In this example, BigQuery and Tableau are used to visualize data in real time with in-memory analytics. Tableau has a native 
connector to Google BigQuery that enables in-place data analytics without writing any code. And because the Tableau 
Server leverages the Google Compute engine, collaboration between members of an organization is simple. As an example, 
ESG Lab witnessed an analytics workflow that leveraged BigQuery, Tableau Online, and Twitter. A dataset based on a 
specified hashtag found in Twitter was collected via Twitter’s analytics engine, Nit. The dataset was stored in BigQuery and 
direct connected to Tableau Online. Through the Tableau Online interface, the data could be searched by specifying text 
found within a tweet and filtered based on time. The term “google” served as the text and the results were filtered by 
mentions of “google” in the last day. Within seconds, data was visualized within the interface and could be interacted with 
to view more granular results. A view of the Tableau Online interface is shown in Figure 7. 

A customer case was used 
to highlight some of the 
quantitative benefits of 
leveraging BigQuery as a 
back-end data source. For 
Interactions Marketing, a 
long-time Tableau 
customer, Tableau online 
with back-end data sources 
coming from BigQuery and 
the GCP was fully enabled 
in weeks, as opposed to 
without BigQuery and GCP, 
which took months. The 
direct connector allowed 
them to connect to 
BigQuery and access all of 
their online datasets in just 
minutes, eliminating the 
need to use data from 
traditional spreadsheets or 
third-party data sources. 
Interactions Marketing now can easily combine different data sources, taking traditional data from retail partners and 
consumer loyalty and shopper card data, and merging it with publicly available weather data to uncover previously 
unknown insights. And finally, with pay-as-you-go pricing, BigQuery enabled the company to eliminate the large capital 
investments required to build and store new data sources. By using Google Cloud Storage to handle this, time to deploy, 
time to insight, and costs have all been reduced.  

Figure 7. Integrating Google BigQuery with Tableau Online  
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Reliability 
Being a cloud platform, GCP benefits from geographically dispersed resources to help ensure always-on availability and 
constant uptime. This is no different with BigQuery since it leverages GCP as its underlying infrastructure. Though testing 
the reliability capabilities of GCP and BigQuery was not possible without disrupting actual users of the platform, ESG Lab 
learned about the underlying technology that collectively makes the BigQuery service function.  

Google uses its latest generation distributed file system called Colossus for storage, which can scale to petabytes 
independently of compute resources. Every Google datacenter contains a Colossus cluster with enough capacity to handle 
requests from every BigQuery user with performance similar to many in-memory databases. The Capacitor columnar 
storage format and compression algorithm is used to store the data in a fully optimized format to effectively handle large, 
structured-data reads. The file system handles all replication, recovery after a failure, and distributed management, 
eliminating all single points of failure. 

Borg is Google’s underlying large-scale compute management system. Compute servers with massive core counts (hundreds 
of thousands) get clustered together and made available to BigQuery, which only consumes a fraction of the total available 
horsepower. With unpredictable failures occurring across every Google datacenter every day, Borg software is abstracted 
and routes traffic around these failures. 

Jupiter serves as Google Big Query’s underlying networking technology to deliver 1 Pb/s of bisection bandwidth to handle all 
resource coordination and compute throughput requirements, efficiently handling all distribution of large workloads. The 
power of the network is unprecedented in that 100,000 machines communicate with any other machine at 10 Gb/s. 
Because of this ability and the fact that the network delivers full-duplex bandwidth, locality within a cluster is irrelevant. 
With Jupiter, terabytes of data can be read in seconds directly from storage for every SQL query, without needing to load 
data on-demand to VMs, which can traditionally (i.e., HDFS) be restrained by local VM and object storage throughput limits. 

Finally, Dremel serves as the query execution engine of BigQuery, orchestrating the breakup of queries into pieces and then 
reassembling the results. Queries get distributed across the whole infrastructure. Data is read from Colossus, any necessary 
computations are done with Borg, and all data movement is handled on Jupiter. 

Security 
As with all Google products, security is a foundational requirement. Though numerous security principles and features can 
be found across all of Google’s technology, ESG Lab focused on security features as they relate to GCP and BigQuery. First, 
all customer data is encrypted at rest and in flight without any customer’s action. For network security, Google limits hops 
across the public Internet. Further, organizations have the ability to leverage Cloud Interconnect and private VPNs to create 
encrypted channels between private environments and Google’s network. For intrusion detection, Google has intelligent 
detection controls at all data entry points and has technology to automatically remediate issues when they arise. Finally, 
Google is certified for common compliance standards and controls, with constant third-party audits to validate continued 
security and privacy.  

As mentioned earlier in this section, APIs serve as a primary gateway for accessing third-party applications. The 
infrastructure that services API requests is only accessible over encrypted SSL/TLS channels. Each request requires a time-
limited authentication token generated by login or from private keys from within authenticated systems. Each API request, 
standard web request, storage bucket access, and user account access is logged and can be accessed. 

ESG Lab configured access control for a sample BigQuery project with a goal of validating the ability to manage access to 
organizations, projects, and datasets using Identity and Access Management (IAM). From within the GCP UI, the IAM 
interface displays current members of the sample project. By default, our BigQuery project had three members: a Compute 
Engine account, an App Engine account, and a creator of the project, who serves as the owner. ESG Lab proceeded to add a 
new user. As shown in Figure 8, ESG Lab added a new member to a project. The email address of the new member was 
entered and a BigQuery role was assigned to that user. Roles related to organizations or projects impact the ability to run 
queries or manage projects, while roles related to datasets impact the ability to access or modify the underlying dataset.  
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Figure 8. Role-based Access Control Lists  

 
 

         Why This Matters  
With the number of tools and technologies that exist in a traditional analytics pipeline, the cost and complexity related to 
maintaining the infrastructure, ensuring constant uptime, and quickly addressing issues can easily get out of hand. In 
many cases, all it takes is a single failure somewhere in the infrastructure to disrupt everyone and everything, creating 
havoc within IT organizations and even worse, delaying time to insight. 

ESG Lab validated the flexibility, reliability, and security features of Google BigQuery. With protected, open APIs, 
common third-party big data analytic tools can easily integrate with BigQuery to enable faster loading, transforming, and 
visualizing of data to increase time to value. Google’s powerful cloud infrastructure leverages proprietary technology 
that serves as a reliable foundation to guarantee accessibility, uptime, and successful query execution. And underlying 
security features help organizations get the protection needed to keep data private and control access to organizations, 
projects, and datasets. Put it all together and with BigQuery, organizations gain a reliable service within the Google Cloud 
Platform to handle PB-scale queries with the click of a button.  
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The Bigger Truth 

As datasets continue to grow, so must the infrastructure to support ongoing data warehouse analytics, but scaling an on-
premises analytics infrastructure is a difficult task. Management complexity, performance constraints, and cost are just a 
few of the issues that quickly arise as IT personnel scramble to address ever-changing business requirements. And what 
happens when something goes wrong? If one component in the pipeline becomes unavailable, everyone is impacted. 
Whether it’s because of a business analyst with limited expertise running an inefficient query that consumes too many 
resources or one of the many single points of failure becoming unavailable, the potential for delays in gaining insights is 
massive. 

Google BigQuery is looking to simplify data warehouse analytics with an intuitive, agile, SQL-based data warehouse offering. 
By leveraging the Google Cloud Platform as the underlying infrastructure, organizations gain an instantly scalable, 
impressively fast cloud infrastructure that only uses resources when asked. In other words, there is no more paying for 
over-provisioned, under-utilized hardware on-premises. With transparent pricing, budget alerts, and custom quotas, 
administrators gain control and awareness into the number of bytes processed on a per-user and per-project basis. By 
leveraging the cloud, BigQuery users gain reliability from geographically dispersed resources for always-on availability, while 
features like encryption and access control lists help provide a security foundation for all projects and resources. And finally, 
ultimate flexibility is provided through the large number of APIs that enable deep levels of integration with not only other 
Google products, but also common big data technology, tools, and programming languages. 

As organizations look to become more agile and data-driven, improving time to value is essential. Whether it be long-
running ad hoc queries or constant headaches due to scalability issues or cost, organizations are turning to BigQuery to 
simplify their approach to data warehouse analytics. If you are looking for a data warehouse analytics solution that is not 
only simple, fast, and reliable, but also offers cost and usage transparency to enable organizations to predict and therefore 
minimize costs, ESG Lab recommends Google BigQuery. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

All trademark names are property of their respective companies. Information contained in this publication has been obtained by sources The Enterprise Strategy Group (ESG) considers to be 
reliable but is not warranted by ESG. This publication may contain opinions of ESG, which are subject to change. This publication is copyrighted by The Enterprise Strategy Group, Inc. Any 
reproduction or redistribution of this publication, in whole or in part, whether in hard-copy format, electronically, or otherwise to persons not authorized to receive it, without the express consent 
of The Enterprise Strategy Group, Inc., is in violation of U.S. copyright law and will be subject to an action for civil damages and, if applicable, criminal prosecution. Should you have any questions, 
please contact ESG Client Relations at 508.482.0188.  

The goal of ESG Lab reports is to educate IT professionals about data center technology products for companies of all types and sizes. ESG Lab reports are not meant to replace the evaluation 
process that should be conducted before making purchasing decisions, but rather to provide insight into these emerging technologies. Our objective is to go over some of the more valuable 
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own hands-on testing as well as on interviews with customers who use these products in production environments. 
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